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Abstract
When allocating resources across innovation efforts, managers, investors, and policymakers
face a trade-off between incurring high current costs and achieving future cost reductions,
as technologies evolve endogenously with experience and economic conditions. Future
innovation is also uncertain, giving rise to a non-linear dynamic portfolio optimization
problem. Yet traditional optimization methods typically treat innovation as exogenous
and discard associated uncertainties. As a result, these methods are computationally
intensive, difficult to interpret, and overly restrictive in their solution space. In this paper,
we develop an alternative dynamic portfolio optimization framework that integrates
endogenous learning, showing how Multi-Armed Bandit (MAB) strategies based on the
Gittins index can be applied to technology portfolios with empirically validated experience
curves. Our approach is computationally efficient and explicitly captures the exploration-
exploitation trade-off, dynamically adjusting investment decisions in response to observed
cost declines. The resulting optimal strategy is risk-seeking as opposed to risk-neutral.
We demonstrate the practical relevance of our method through an application to the U.S.
light vehicle sector and the decision to invest in low-carbon technologies, illustrating how
dynamic MAB-based strategies outperform static alternatives that ignore endogenous
uncertainties. Taken together, our findings suggest that adaptive, risk-seeking strategies
may facilitate more rapid market transitions, providing important implications for both
innovation policy design and private investment.
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1 Introduction

Innovation is a key driver of firm performance and competitiveness (Chao and Kavadias, 2008) as

well as aggregate economic growth (Solow, 1957; Romer, 1990). In practice, fostering innovation

requires decision-makers—managers, investors, and policymakers—to make complex choices about

how to allocate resources across research and development (R&D) projects, technologies, and

policy initiatives. Doing so also entails considering allocations over time and developing dynamic

investment strategies that are continuously reassessed and redirected as technologies and markets

evolve, balancing short-term costs with uncertain longer-term returns. This challenge is particularly

acute for emerging technologies, which play a crucial role in steering the direction of innovation

toward addressing pressing global challenges such as climate change.

However, many common portfolio optimization strategies fall short on capturing the intrinsic

nature of innovation and the practicalities of managing innovation portfolios, leading to sub-optimal

investments. In particular, many models assume exogenous technological change. But a key feature

of technological progress is that costs tend to decline with cumulative investment and deployment—a

relationship formalized by experience curves, also known as Wright’s law (Wright, 1936; Nagy et al.,

2013; Lafond et al., 2018). This creates an inherent trade-off: investing in emerging technologies may

be costly today but it could accelerate future cost reductions. Moreover, future cost reductions can

be uncertain.1 Decision-makers must therefore balance exploration (investing in riskier, less mature

technologies with high learning potential) against exploitation (focusing on established technologies

with more predictable returns).

Traditional portfolio optimization techniques, such as Markowitz’s mean-variance model (Markowitz,

1952), do not adequately capture these interdependencies. They assume static decision-making and

exogenous technological change. When innovation is endogenous, the Markowitz problem becomes

non-convex (Way et al., 2019), producing solutions that are non-unique and difficult to interpret

(Farmer et al., 2015). While the use of experience curves is increasingly common in static technology

portfolios (Krey, 2014), optimizing dynamic resource allocation remains challenging due to the

high dimensionality of the solution space (Powell, 2011). These approaches are computationally

intensive, thus limiting the temporal resolution and granularity of portfolio choices represented.

Static approaches also typically assume that innovation follows a deterministic path rather than a

stochastic process, further limiting their real-world applicability.
1As discussed later, uncertainty does not imply unpredictability, as one can make specific predictions of future

cost reductions within a range of uncertainty (Farmer and Lafond, 2016).
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In this paper, we introduce a new approach to dynamic innovation portfolio optimization

that overcomes these limitations. We develop a framework that incorporates endogenous learning

based on the Multi-Armed Bandit (MAB) problem, a well-established tool for addressing dynamic

exploration-exploitation trade-offs (Gittins et al., 2011). Although MAB-based strategies have

been widely applied in resource allocation and reinforcement learning problems, their application

to technology investment with realistic innovation dynamics remains under-explored. We define

portfolio strategies for technologies that follow experience curves, resulting in a computationally

efficient solution to the problem of allocating resources across competing technologies. The results

also could be applied to other innovation drivers (e.g., R&D expenditures). Our framework thus has

broad practical implications for firms, managers, investors, and policymakers seeking to optimize

innovation investments, especially in emerging technologies. To illustrate its practical relevance, we

apply it to the light passenger vehicles context to determine the optimal investment strategy for

transitioning away from fossil fuel-based passenger transportation.

At the core of our approach is one of the most well-known phenomena underlying innovation

dynamics, Wright’s law (Wright, 1936), whereby technology costs decline with cumulative deployment.

Our model captures long-term experience effects, stochastic uncertainty in future cost reductions,

and model uncertainty associated with each technology (Lafond et al., 2018). Predictions relying

on Wright’s law outperform other approaches to forecasting future technology costs with respect

to long-term accuracy, particularly relative to expert elicitations (Meng et al., 2021). Moreover,

experience curves are widely used in economic forecasts and techno-economic models. They play an

especially important role in energy system models and integrated assessment models that are used

to assess the impact of climate change on the economy (Krey, 2014), for example, both of which

frequently inform energy investment and sustainable development policy decisions (IPCC, 2022).

Given the high dimensionality of the solution space when solving for optimal dynamic resource

strategies (Powell, 2011), techno-economic models typically make two simplifying assumptions.

First, they assume that technological innovation is independent of investment choices, and second,

that portfolio decisions are static. Under these assumptions, the optimization problem reduces to

maximizing expected discounted utility. This is analytically attractive, and both of these assumptions

are reasonable when portfolio dynamics are marginal or the impact of an investor’s decisions on the

underlying portfolio is negligible. However, when considering a portfolio of technologies governed by

experience curves, these assumptions break down, resulting in sub-optimal investment strategies.

We take an alternative approach that builds on a rigorous reformulation of the dynamic
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innovation portfolio problem using MAB theory. By representing each technology’s cost evolution as

an Itó-stochastic process—with a time-inhomogeneous drift determined by endogenous learning via

experience curves—we recast the static problem into a dynamic exploration-exploitation trade-off.

We determine the optimal exploration-exploitation decision rule through an explicit expression for

the Gittins index, which serves as a “fair option price” for independently investing in each technology.

This derivation, grounded in established results from stochastic control theory, optimal stopping,

and earlier MAB literature (e.g., Mandelbaum (1987), Karatzas (1984), EL Karoui and Karatzas

(1994), and Peskir and Shiryaev (2006)), allows us to overcome the “curse of dimensionality” inherent

in dynamic models and to solve for optimal investment strategies in continuous time.

Our numerical solution for the Gittins index exploits a backward-integration scheme to ap-

proximate the free boundary that characterizes the underlying optimal stopping problem. This

free-boundary formulation not only provides a clear economic interpretation—quantifying the

trade-off between immediate costs and potential future cost reductions—but also yields substantial

computational advantages. Specifically, the decoupling of the index calculation across technologies

implies that the computational effort scales linearly with the number of portfolio choices. This

computational efficiency makes our method highly applicable to a broad range of practical problems in

technology investment and policy design. More diverse technology choices and additional constraints

can be efficiently added to our framework.

We find that our model outperforms commonly employed strategies based on the expected net

present cost (ENPC) of each technology. Unlike static approaches, the dynamic portfolio adjusts over

time, allowing investors to take on more short-term risks. Investors can consider their future option

to switch resource allocations, making volatile technologies more attractive. If volatile outcomes are

unfavorable, investors simply adjust their portfolios. Our Gittins index strategy thus reinforces the

well-known result of real options theory that optimal dynamic strategies are risk-seeking rather than

risk-neutral (Dixit and Pindyck, 1994, Chapter 5).

To illustrate the practical relevance of our strategy, we apply it to an important empirical case:

investment in battery-electric vehicles (BEVs) versus internal combustion engine (ICE) vehicles

in the light passenger vehicles context. Decarbonizing transportation is essential to reducing the

environmental impact of economic activity, and BEVs are poised to play a central role in this transition

(Hoehne et al., 2023). However, they remain more expensive than conventional alternatives (BNEF,

2023). With continued innovation, costs could decline, but the optimal investment strategies to

facilitate this transition remain an open question.

3



We use an empirically validated stochastic experience curve model to apply our strategy to

portfolios of technologies evolving under Wright’s law. We use data on light passenger vehicles in the

U.S. to calibrate the model, drawing on historical trends in battery costs and ICE prices, and estimate

technology-specific parameters (e.g., learning, noise, and mean reversion). These calibrations inform

our computation of the Gittins index, allowing us to simulate dynamic investment decisions that

adapt to cumulative deployment and stochastic cost fluctuations.

Our dynamic strategy yields insights that complement traditional static approaches. Specifically,

our simulations demonstrate that the Gittins index strategy initially favors investments in BEVs owing

to their potential for rapid cost reductions through cumulative learning and endogenous volatility.

However, that volatility also leads to the Gittins index strategy dynamically adjusting its allocation,

shifting toward ICE technologies when BEV costs exhibit adverse stochastic shocks (despite declining

on average). In contrast, static ENPC strategies remain locked into ICE investments, missing

the opportunity to exploit emerging cost declines in BEVs. Overall, our results indicate that the

dynamic strategy not only achieves a lower mean net present cost but also provides a flexible response

mechanism to technological and market uncertainties, thereby offering significant policy-relevant

insights for accelerating the transition toward cleaner transportation technologies.

1.1 Related Portfolio Optimization Literature

Given the ubiquity of resource allocation problems across various settings, the portfolio optimization

literature is unsurprisingly vast. We focus our attention here on methods commonly applied in the

innovation context.

Our methods are rooted in mathematical finance and stochastic control theory. If we were

to assume that technological change is exogenous and portfolio decisions are static, traditional

Markowitz portfolio theory would be appropriate for optimizing the (typically convex) mean-variance

trade-off, as long as the utility function is approximately quadratic and the noise is approximately

normal (Markowitz, 2014). The associated methods can be generalized to dynamic settings in discrete

(Samuelson, 1969) and continuous time (Merton, 1969). However, when relaxing the exogeneity

assumption to include endogenous rewards (i.e., innovation), the Markovitz optimization problem

becomes non-convex (Way et al., 2019), leading to solutions that are no longer unique or robust and

difficult to interpret (Farmer et al., 2015).

A variety of solutions to this challenge have been developed that are specific to different settings.

Examples include myopic models that deal with temporal uncertainty through limited foresight (e.g.,
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Keppo and Strubegger (2010)), stochastic models that deal with parameter uncertainty in a Monte

Carlo fashion (e.g., Messner et al. (1996); Milford et al. (2022)), or approximate dynamic programming

models applying forward (e.g., Kumbaroğlu et al. (2008)) and backward (e.g., Bukenberger and

Palmintier (2018)) induction methods.2

However, solutions so far come with a different set of limitations. Two models that are

particularly relevant for our work are those in Way et al. (2019), who explore the full solution space

of static technology portfolios subject to experience curves, and Cowan (1991), who introduces MAB

concepts for technology portfolios but does not apply an explicit optimization strategy. So far, these

non-linear models have been limited by the stochastic processes they can represent and the size

of the dynamic solution space. Additionally, they are computationally intensive, thus limiting the

temporal resolution and granularity of portfolio choices represented.

To the best of our knowledge, no models are employing MAB concepts to study technology

portfolios while also representing innovation dynamics as a stochastic process. Yet, empirical data

shows that technology performance measures (such as costs and efficiency) subject to innovation

tend to behave like semimartingales.3 This intuition has been shown empirically using learning

curves and experience curves (Farmer and Lafond, 2016; Lafond et al., 2018), whereby the cost of a

technology decreases with time or cumulative deployment, respectively. One possible mechanism

giving rise to this universal power-law behavior is a random-search model over technologies with

different degrees of complexity (McNerney et al., 2011b). For this work, we highlight applications for

portfolios evolving under experience curves, but similar methods can be applied to other innovation

processes, such as economies of scale, R&D investments, or combinations thereof (Meng et al., 2021;

Nagy et al., 2013).

More generally, MAB-based strategies have been applied to resource allocation problems since

the emergence of dynamic programming in the 1950s (Gittins et al., 2011). Lately, the success

of machine learning, especially reinforcement learning, has led to a resurgence of the method in

both computer science and stochastic programming. There are two prominent strands of the MAB

literature: Gittins index strategies and non-parametric strategies (Scott, 2010).

Gittins index strategies provide explicitly optimal dynamic choices when the underlying stochastic

processes are known. In management science, Gittins index strategies have been applied to risk-averse
2See also Ioannou et al. (2017) for a review of stochastic methods in energy planning models.
3A semimartingale is the sum of a local martingale and a cádlág adapted process of locally bounded variation. We

expect innovation processes to be subject to a non-trivial drift that is predictable based on past data. Martingales are,
therefore, too restrictive to describe these processes. Here, we use Itó-stochastic processes to describe innovation.
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portfolio choices (Malekipirbazari and Çavuş, 2024) and stochastic optimization with distrust in

the underlying model (Kim and Lim, 2016). In this setting, the exploration-exploitation trade-off

refers to an investor exploring portfolio choices with high expected future rewards under known

uncertainty versus exploiting portfolio choices with high current rewards. When exploring portfolio

choices, the investor updates their uncertainty about future rewards through gained experience.

Non-parametric strategies, particularly Thompson-sampling, upper-confidence bounds, ϵ-greedy

strategies, and variations thereof, are asymptotically optimal strategies that are both simple to

use and accurate in settings where the underlying processes are unknown (Agrawal and Goyal,

2012). They are widely used in reinforcement learning but also in operations research, such as in

Cheung et al. (2022)’s investigation of non-stationary bandits with bounded drift. In this context,

the exploration-exploitation trade-off refers to an investor exploring portfolio choices with unknown

rewards versus exploiting portfolio choices with known expected rewards. When exploring portfolio

choices, the investor updates their expectation or prior of future rewards through learning without

influencing the underlying dynamics.

In this paper, we rely on Gittins index strategies. Given the universality of experience curves,

we consider the stochastic process describing a technology’s cost evolution to be known; technology-

specific model parameters can be estimated empirically. This allows us to use existing MAB results

(e.g., EL Karoui and Karatzas (1994), Mandelbaum (1987), Karatzas (1984) and others) to find

explicit Gittins index strategies that are both theoretically optimal and computationally efficient.

1.2 Summary of Contributions

Our paper makes six key contributions. Firstly, our methodological advances bridge the mathematical

finance, innovation management, and technological change literatures by incorporating endogenous

learning into portfolio optimization. Innovation is an inherently endogenous and uncertain process

but modeling endogenous uncertainties has traditionally proven challenging in portfolio optimization

(Salo et al., 2024). For contexts where cumulative investments drive cost reductions, we leverage

empirically validated stochastic models of technology cost evolution (e.g., Lafond et al. (2018) and

others based on Wright’s law) and develop a framework that delivers dynamic investment strategies

that outperform conventional techniques, such as static strategies based solely on ENPC. Our

approach can be applied to other drivers of innovation beyond cumulative investment as well.

We also extend existing multi-armed bandit (MAB) results by deriving an explicit expression

for the Gittins index for a class of time-inhomogeneous stochastic processes with monotone drift.
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Our derivation synthesizes foundational work from the early MAB literature (e.g., Mandelbaum

(1987); Karatzas (1984); Kaspi and Mandelbaum (1995), EL Karoui and Karatzas (1994)) with

more recent advances in stochastic control theory and optimal stopping (e.g., Peskir and Shiryaev

(2006); Milazzo (2024); Peskir (2005); de Angelis and Peskir (2020)). The corresponding numerical

implementation—based on a backward-integration scheme—yields an asymptotically optimal and

computationally efficient strategy that scales linearly with the number of portfolio choices. This

paves the way for future extensions—such as accounting for parameter uncertainty and portfolio

constraints—thus offering a versatile tool for both academic research and practical decision-making

in high stakes, uncertain environments.

Secondly, our method contributes to the emerging developments in machine learning and artificial

intelligence for portfolio optimization. For instance, recent work by Gunjan and Bhattacharyya (2023)

highlights the role of reinforcement learning in dynamic portfolio strategies. From a MAB perspective,

this topic is closely related to contextual learning (Bouneffouf et al., 2020) and Multi-Armed Bandits

with dependent arms (Shen et al., 2015; Huo and Fu, 2017; Malekipirbazari and Çavuş, 2024; Sunar

and Wang, 2024), highlighting how MAB frameworks can be utilized in financial markets with

exogenous volatility and risk aversion.

Thirdly, our paper connects the real options literature that incorporates learning in single

investment decisions (e.g., Décamps et al. (2005); Klein (2009); Grenadier and Malenko (2010))

to repeated investment decisions in innovation portfolios. Unlike models that treat innovation

deterministically or rely on static optimization, our framework explicitly incorporates the stochastic

evolution of technology performance and the value of the associated optionality. Similar to a real

options approach, we identify the optimal timing of adjusting resource allocations. In a similar way,

our work also relates to the economics literature on strategic experimentation and learning (e.g.,

Keller and Rady (1999); Bolton and Harris (1999); Moscarini and Smith (2001)).

Fourth, our application to the light vehicle sector and energy transitions demonstrates the

practical relevance of our approach in an important and timely context. Given how transitioning

away from fossil fuel-based transportation will be critical for addressing climate change and reducing

the environmental impact of economic activity, we provide direct practical insight for ongoing public

policy discussions (e.g., Whitehead et al. (2023); IEA (2024); Milovanoff et al. (2020)). We reveal how

adaptive strategies not only achieve lower net present costs but also identify critical tipping points

that can trigger market transformations (Geels and Ayoub, 2023). Our results may be especially of

interest to the energy system modeling community (e.g., Unterluggauer et al. (2022); Hoehne et al.
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(2023); Muratori et al. (2020)), although our methods can be readily applied to other settings where

there are highly substitutable but uncertain technology options.

Our paper also contributes to the broader literature on the strategic management of technological

innovation (e.g., see Si et al. (2022) and Shane and Ulrich (2004), amongst many others). We provide

a novel lens through which managers can evaluate and adjust their innovation strategies. We aim to

not only enhance the theory but also to offer a practical decision-making tool that aligns with the

real-world dynamics of R&D investments and technology adoption.

Finally, from a public policy perspective, our work is pertinent for policymakers and government

agencies aiming to design effective innovation policies and support programs. We illustrate how

dynamic investment strategies can accelerate cost reductions and market transitions, outperforming

static alternatives. Our findings suggest that, with novel technologies, smaller project sizes, and

low switching costs, portfolios benefit from early learning effects and investments should be highly

concentrated to identify “winners” quickly. This stands in contrast to “neutral” policy choices that

do not discriminate between different portfolio options (e.g., Fabra and Montero (2023); de Mello

Santana (2016); Rodrik (2014)). Adaptive investment strategies that target tipping points are also

highly relevant for policymakers and serve as tools for designing adaptive, cost-effective innovation

policies, since sensitive intervention points can trigger market transformations (Mealy et al., 2023;

Farmer et al., 2015). With this in mind, our paper may be of particular interest and timely for

both policymakers and private sector investors interested in socially responsible investment (e.g., see

Ballestero et al. (2012) and others).

This work has multiple caveats that we discuss throughout the paper. Most importantly, we

do not consider parameter uncertainty in the experience curve and are limited to substitutable

technologies. Nevertheless, the framework presents a viable alternative to current approaches to this

problem and opens new questions for future research.

1.3 Outline

We start by formulating the optimization problem in Section 2. We then introduce MAB-based

strategies in Section 3 and show how such strategies can be computed for technology portfolios under

endogenous learning. In Section 4, we apply our strategy to light passenger vehicle investments

before discussing the implications and future extensions of this method in Section 5.
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2 A portfolio optimization problem with endogenous rewards

We aim to solve a dynamic allocation problem, whereby future investments are made into different

technologies to maximize total utility. The technologies are substitutable and follow independent ex-

perience curves with known parameters. We work in continuous time given its analytical advantages.4

As we will show, this assumption still allows for a meaningful analysis of discrete empirical data. We

focus on technologies evolving according to Wright’s law in the main text and then also examine

the case of technology costs evolving according to a mean-reverting AR(1) process in Appendix B.1.

Both of these are relevant to our transportation application.

2.1 Technology Cost Evolution

Studies employing MAB-based strategies often make ad-hoc assumptions about the stochastic process

that a technology’s cost follows or develop approaches that work well when the noise-generating

process is unknown. We take an alternative approach by leveraging an empirically validated stochastic

model with endogenous learning and uncertainty that has been shown to reliably predict costs for

around 60 technologies. Specifically, Lafond et al. (2018) show that the cost of a technology C(t)

tends to evolve as

C(t+ 1) = C(t) ·
(
Z(t+ 1)

Z(t)

)−ω

· eηt , (1)

where ω denotes the technology-specific learning parameter, Z(t) denotes the cumulative deployment

of the technology at time t ∈ N in years, Z(t) increases with the demand in (t, t+ 1], Dt+1, such

that Z(t+ 1) = Z(t) +Dt+1, and ηt denotes a normally distributed noise shock applied in each time

period. Taking the logarithm of this expression, we obtain

logC(t+ 1) = logC(t)− ω · log
(
Z(t+ 1)

Z(t)

)
+ ηt. (2)

Now, c(t) ≡ (log(C(t)))t≥0 is a random walk with N (−ω · log
(
Z(t+1)
Z(t)

)
, σ2) distributed steps.

Empirical data tend to be in discrete time, but it is helpful to work in continuous time to

simplify the MAB framework described later. We thus model the logarithm of the technology’s cost

as a continuous semimartingale (c(t))t≥0 defined by

c(t) = c0 − ω

∫ t

0

Z ′(s)

Z(s)
ds+ σ ·B(t) (3)

4The MAB framework was originally posed in discrete time but later extended to the continuous setting (see
Gittins et al. (2011), Mandelbaum (1987), and Karatzas (1984)). Nevertheless, the generalization to discrete portfolio
choices is not trivial since we want to allow for a diversified portfolio at each point in time.
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= c0 − ω log

(
Z(t)

Z(0)

)
+ σ ·B(t), (4)

where (B(t))t≥0 is a standard Brownian motion starting from 0. Equivalently, setting µ(t) := −ωZ′(t)
Z(t) ,

we can write

dc(t) = µ(t)dt+ σdB(t). (5)

We can recover the original discrete version by observing that

(6)c(t+ 1) = c(t)− ω log

(
Z(t+ 1)

Z(t)

)
+ σ · (B(t+ 1)−B(t))︸ ︷︷ ︸

∼N (0,σ2)

.

In the following, we make two key assumptions to simplify the calculation of the Gittins index

strategy for technologies evolving under this model. Firstly, we will not consider estimation errors in

the parameters ω and σ. Second, we will assume that the demand D is constant (i.e., the sum of

cumulative deployment over all technologies grows linearly in time). This assumption can be relaxed

using a non-linear discount rate in future work (see Section 5.3).

2.2 Objective function

We follow Mandelbaum (1987) and EL Karoui and Karatzas (1994) closely to define the objective

function of our dynamic allocation problem. Consider d ∈ N technologies with log-costs (ci(t))t≥0,

1 ≤ i ≤ d, following independent experience curves. Given these choices, we consider dynamic

allocation strategies ζ. These strategies represent the cumulative production allocated to each

technology at each point in time. The allocation depends on currently available information, which

includes current and historic costs (ci(t))
d
i=1 and cumulative deployment (Zi(t))

d
i=1. Mathematically,

an allocation strategy is an adapted stochastic process ζ = (ζ(t))t≥0 taking values in Rd
+, whose i-th

coordinate ζi(t) at time t models the total production allocated to technology i within the interval

[0, t], and which satisfies the following properties:5

1. for each i = 1, . . . , d, ζi = (ζi(t))t≥0 is increasing and starts at 0,

2. for all t ≥ 0, ζ1(t) + . . . ζd(t) = t.

Since the strategy represents cumulative production at each point in time and D is constant, we can

further note that Zi(t) = Zi(0) +Dζi(t). Here, we also use our assumption that all technologies are

perfect substitutes, which will be more appropriate in some markets (e.g., vehicles or electricity)

than others.
5See Definition 5.1 in EL Karoui and Karatzas (1994) for details.
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We aim to find the optimal strategy ζ∗ achieving the maximum expected utility.6 Following

Gittins et al. (2011), we can write this objective as

(7)sup
ζ

E0,c [U(ζ)] = sup
ζ

d∑
i=1

∫ ∞

0
e−αtE0,c

[
ui(ci(ζi(t)))ζ̇i(t)

]
dt

Here, E0,c denotes the expectation under ci(0) = ci for every 1 ≤ i ≤ d. We write ζ̇(t) for the

derivative with respect to t. Since
∑d

i=1 ζ̇i(t) = 1, the latter formulation highlights that an allocation

strategy corresponds to choosing the shares ζ̇1(t), . . . , ζ̇d(t) of the allocation among the d diffusion

processes and collecting rewards according to these shares. α > 0 expresses the discount rate applied

to portfolio returns.

The classical MAB framework imposes a utility function that is linear in technology choices

and uniformly discounted. For now, we exclude non-linear utility functions, such as log-utility on

total consumption or risk-averse utility functions that aim to minimize downside risk on the total

portfolio. Instead, we focus on net present costs, where u(c(t)) = −C(t) = −ec(t) for all technologies.

This is consistent with the social welfare function in standard neoclassical growth models (e.g.,

Ramsey-Cass-Koopmans models and successors) and those commonly used in techno-economic

models, where the discount factor represents a time-preference for immediate rewards.7 While

exponential discounting is difficult to remove from our setting, this assumption can be relaxed

towards bandit-specific discounting or stochastic discounting in the future (Gittins et al., 2011).

We can also see that the technology costs ci(t) depend exclusively on the allocated time ζi(t).

They evolve iff ζ̇i(t) > 0. This is a slight deviation from Lafond et al. (2018) where the noise shocks

ηt are independent of the production of the technology. We discuss further extensions to this in

Section 5.

This problem formulation fulfills several assumptions required to apply our results for the Gittins

index strategy. A full list of the required assumptions is provided in Appendix A.

3 Index Strategies for Continuous Innovation Bandits

Based on this formulation, we can use existing MAB methods to find the optimal strategy ζ∗. The

key to a successful strategy is to identify the trade-off between exploiting technologies that have low

current costs versus exploring technologies that have significant potential for future cost reductions
6In some settings, maximizing reward may be more appropriate phrasing than utility. We use utility to highlight

the universality of our setting.
7For a more general introduction to utility theory, see for example Ingersoll (1987).
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based on their experience curves and associated uncertainty. We can use the Gittins index to quantify

this trade-off since we know the Itô stochastic utility evolution of the experience curve.

3.1 The Gittins Index

First proposed by Gittins and Jones (1974); Gittins (1979), the Gittins index theorem states that

the optimal investment strategy allocates resources according to an index Mi(t) assigned to each

technology i at each point in time t that is independent of all other technologies.

Algorithm 1: Gittins index strategy

For each technology 1 ≤ i ≤ d at time t0 ≥ 0, calculate the index Mi(t) ∈ R.

while t > t0 do

Find technology j, with Mj(t) = maxi{Mi(t)}.

while Mj(t) = maxi{Mi(t)} do

Invest in technology j, i.e. ζ̇j(t) > 0

Update the index Mj(t)

The existence, uniqueness, and optimality of Gittins index strategies in the continuous setting

are established in Mandelbaum (1987, Theorem 4) and EL Karoui and Karatzas (1994, Theorem

8.1)8. For the purpose of this work, we follow EL Karoui and Karatzas (1994) and make use of the

retirement formulation due to Whittle (1980). Here, the Gittins index is given by

Mi(t) = inf{m ∈ R : Li(ci(t),m) = m}, (8)

where the function Li is defined by

Li(ci(t),m) := sup
τ≥0

Et,ci(t)

[∫ τ

0
e−αsui(ci(t+ s))ds+me−ατ

]
. (9)

The supremum is taken over all stopping times τ . Appendix B provides more details on this definition.

The function Li is the solution to an optimal stopping problem where we collect the discounted

reward u(c) until a stopping time τ . At τ , we collect the retirement reward m. The Gittins index is

now the smallest retirement reward m∗ for which we are willing to stop immediately. In some sense,

the Gittins index corresponds to the fair option price of continuously investing in one technology.

The Gittins index strategy then always invests in the technology with the highest option price.
8Theorem 8.1 establishes optimality of Gittins index strategies in a general, non-Markovian setting. The Markovian

case is discussed as a special case in Subsection 3.9, including definitions (2.1’) and (3.4’) which we state here as (8) and
(9), and an alternative characterization of the Gittins index in (3.15). While the authors consider non-negative utilities
that are not necessarily bounded from above, it is straightforward to adapt their results to the case of non-positive
utilities.
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Since diffusion processes oscillate heavily, the strategy reallocates investments an uncountable

number of times. For the same reason, the Gittins index strategy essentially never invests in two

technologies simultaneously (or even never if we choose a priority scheme). This is a crucial result.

Similar to a static portfolio without risk aversion (Way et al., 2019), the dynamic portfolio also does

not diversify its investments. However, unlike in the static case, the dynamic portfolio changes its

investments over time if the expected utility is not realized. The opportunity to dynamically adjust

investments in the future allows one to take on more short-term risks. As discussed in Section 5, this

result is notably different to what we observe in practice. Due to risk aversion (non-linear utility

functions) and heterogeneous preferences, investment portfolios are usually diversified, even if this is

not theoretically optimal.

The Gittins index strategy also has important computational implications. The fact that the

indices Mi are independent of each other means that the computational effort of this strategy scales

linearly in the number of technologies. Since the strategy only invests in one technology at a time,

the Mis only change for the technology into which one invests. This is a significant computational

advantage, as our strategy only updates one Mi at a time.

The challenge with the Gittins index strategy is that the Mis are generally difficult to compute.

With the exception of some types of stochastic processes, such as stationary diffusion processes

(Karatzas, 1984) or Levy-diffusion processes (Kaspi and Mandelbaum, 1995), there is no analytical

solution for Mi (Powell, 2011). In the next two subsections, we show how Mi can be characterized

analytically and then computed numerically.

3.2 Gittins Indices for Innovation Bandits

Since the Gittins index Mi is calculated separately for each portfolio choice i = 1, . . . , d, we shorten

our notation by dropping the subscript i for the remainder of this section.

To calculate the Gittins index, we follow a two-step approach as in Karatzas (1984). First, we

solve the optimal stopping problem (Equation (9)). Then, we use the solution L to solve for the

index M (Equation (8)). The main challenge lies in the optimal stopping problem (Equation (9)),

which is not covered by the setup in Karatzas (1984) due to the time-inhomogeneity of the drift

coefficient in Equation (5). We translate the optimal stopping problem into a free boundary problem,

where we find the free boundary bm(t) for all retirement rewards. This solves the optimal stopping

problem in the sense that we stop the cost process iff c(t) ≥ bm(t). Furthermore, the free boundary

directly relates to the Gittins index based on the following theorem.
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Theorem 1. The Gittins index of an innovation bandit at time t and cost c is given by

M(t; c) = inf{m ∈ R : bm(t) = c}, (10)

where bm(t) is the unique solution to the integral equation∫ ∞

t
e−αsEt,bm(t)

[
(u(c(s))−mα) · 1c(s)<bm(s)

]
ds = 0, (11)

for all t ∈ [0,∞).

Proof. The proof of this theorem is based on formulating the Gittins index calculation as a free-

boundary problem. We refer the interested reader to Appendix B.2.

Based on this theorem, we need to find the retirement utility m∗ for which bm(t) falls on the

current technology cost. Once we know bm(t), this greatly simplifies the search for the Gittins index

through the map m 7→ bm(t). Since Equation (11) can be computationally demanding to solve for

individual values of m, it is helpful to apply the following translational invariance:

Corollary 2. If the utility function u(t) fulfills a · u(c) = u(c+ f(a)), then for any m > 0,

bm(t) = b1(t) + f(m−1). (12)

Proof. See Appendix B.2.4.

In our case, where u(c) = −ec, this corollary implies that bm(t) = b1(t)− log(m). Now, instead

of having to calculate the free boundary bm(t) for a given value of c and solving for m, we can split

this computation into two steps. First, we calculate b1(t) for all values of t ≥ 0. Then, for a given

value of c, we use Corollary 2 to find M(t; c) for all values of t ≥ 0. This effectively allows us to

perform all resource-intensive calculations in pre-processing and find the Gittins index via a simple

closed-form equation in each simulation.

3.3 Numerical Solutions to the Gittins Index Strategy

To calculate the free boundary b1(t) numerically, we follow a straightforward backward-integration

method, similar to Pedersen and Peskir (2022), Hou et al. (2000), and Huang et al. (1996).

We first note that as t → ∞,

b1(t) → log

(
α

(
1 +

σ√
2α

))
=: b1(∞) (13)
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based on Karatzas (1984), since the drift µ(t) vanishes over time. This means that, in our numerical

approximation, we can set b1(T ) ≈ b1(∞) for sufficiently large T .

We then consider a time-interval [0, T ] with large T > 0. We split this interval into n − 1

disjoint sub-sections and consider times t1 < t2 < · · · < ti < · · · < tn. Since the free boundary

depends exclusively on future values of b1, we can apply backwards induction to find the step-function

approximation b̃1(t) of b1(t), where

b̃1(t) =


b̃i1 for t ∈ [ti−1, ti)

b1(∞) for t ≥ T.

(14)

For now, we consider b̃1(t) ≡ b1(t) for t ≥ T , but we relax this condition later for practical purposes.

We apply Equation 11 to find a recursive formulation of the free boundary. For ease of notation,

we write b ≡ b1 and

Jb(t, c, s) ≡ Et,c

[
(u(c(s))− α)1c(s)>b(s)

]
.

In our setting of linear utility and experience curves, this can be written explicitly as

Jb(t, c, s) = ec+(s−t)σ2/2

(
Z(s)

Z(t)

)−ω

·

erfc

c− b+ (s− t)σ2 − ω log(Z(s)
Z(t) )

σ
√

2(s− t)

− α erfc

c− b− ω log(Z(s)
Z(t) )

σ
√
2(s− t)

 ,

where we write b ≡ b(s) to shorten notation and erfc corresponds to the complementary error

function.9 Provided (b̃i1)i>1 are known, the free boundary b̃11 is then given by

(15)
n−1∑
i =1

∫ ti+1

ti

e−αsJb̃i+1
1

(t0, b̃
1
1, s)ds+

∫ ∞

T
e−αsJb1(t1, b̃

1
1, s)ds = 0.

There are different options for our choice of ti in this setting. Since the change in drift dµ(t)/dt

is largest for small t, we also expect the change in the free boundary db(t)/dt to be largest for

small t. Since we are approximating b(t) with a step function, we use a smaller step size for small

t. We choose ti to be exponentially distributed to reflect this non-linearity. This improves both

computation time and accuracy of our free boundary estimation compared to equidistant ti. To

obtain the free boundary for other values of t, we can interpolate b̃i1 at ti.

The resulting free boundary b̃1(ti) provides a first-order approximation of the restricted optimal

stopping problem, where we are only allowed to make investment decisions at times ti. b̃1(ti)

9The complementary error function on the real line is defined as erfc(z) = 2√
π

∫∞
z

e−s2ds.
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converges to the true free boundary for n → ∞ and T → ∞ for both the continuous-time problem

and the restricted problem. For Wiener processes (without drift), the continuous free boundary

converges to the free boundary of the restricted problem with O(
√
1/n) (Chernoff, 1965; Yao, 2006).

While convergence and potential second-order corrections are non-trivial and out of the scope for

this paper, the following examples show that the resulting Gittins index strategy still performs well.

Moreover, Katehakis and Veinott (1987) show that an approximate index leads to an approximate

optimal strategy for finite n and T . In other words, the numerical approximation of the free boundary

still provides a strategy that is close to optimal.

Figure 1 shows the resulting free boundary b1 for technology bandits of different learning

parameters, initial cumulative deployment Z(0) = 1000, annual demand D = 1000, and α = 0.05.

We model 10 time steps per year. The x-axis shows time t. The colors indicate different values for

the learning parameter ω. The line style shows different standard deviations σ of the noise. We

can see that the boundary is convex and reaches b1(∞) asymptotically. The slope of the boundary

depends on ω, with fast-learning technologies showing a steeper boundary. In the ω → 0 limit, the

boundary is constant through time. We also see that the noise parameter σ has a large effect, with

larger boundaries for higher noise levels.

The fact that the free boundary increases with volatility σ means that the investor is willing to

bet on a ‘risky’ technology with large σ, since they can divest if the risk does not pay off. In this

sense, their behavior is risk seeking. This is the dominant behavior in the absence of learning (i.e.,

large Z(t) or small ω) and when the investor favors technologies with large σ. In the presence of

learning (i.e. small Z(t) or large ω), there is a trade-off between learning ω and volatility σ—the

investor may choose a technology with higher ω and lower σ. Note that, since investment decisions

also depend on current costs, lower free boundary parameters relative to others do not necessarily

mean that the investor will only invest in that technology.

3.4 Gittins Index vs. Expected Net Present Cost

An alternative method commonly applied in the context of allocating resources between technologies

is based on expected net present cost (ENPC) (Mazzola and McCardle, 1996). In the static setting,

the optimal strategy is to calculate the ENPC for each technology and invest all resources into the

technology with the smallest ENPC (Way et al., 2019). In the dynamic setting, this also constitutes

an index strategy, albeit not a theoretically optimal one. For initial cost C(t) > 0 and deployment
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Figure 1: Free boundary b1(t) for different parameter values ω and σ. We compute the free boundary b1(t)
for different values of ω and σ using the backward integration method. Since we assume Z(1) = 1000 and linear
growth, the time parameter is equivalent to the relative cumulative deployment. We set α = 0.05. We see that the
boundary is higher for larger values of σ and ω. Due to the non-linear cost decline, the boundary is steeper for larger
values of ω. Towards t → ∞, the learning exponent ω becomes irrelevant.

Z(t) at time t > 0, the ENPC N(t) is given by

N(t) = Et,C(t)

[∫ ∞

0
e−αsC(t+ s)ds

]
= C(t)

∫ ∞

0
e−γs

(
Z(t)

Z(t) +Ds

)ω

ds (16)

= C(t)

(
Z(t)

D

)ω

γω−1eZ(t)γ/DΓ

(
1− ω,

Z(t)γ

D

)
, (17)

where γ = α− σ2/2 (for a shorter notation), Γ(·, ·) is the incomplete Gamma function, and σ2 < 2α

by assumption. This equation follows from Fubini’s theorem.

Algorithm 2: Expected Net Present Cost (ENPC) index strategy

For each technology 1 ≤ i ≤ d at time t0 ≥ 0, calculate the ENPC Ni(t) ∈ R.

while t > t0 do

Find technology j, with Nj(t) = mini{Ni(t)}.

while Nj(t) = mini{Ni(t)} do

Invest in technology j i.e. ζ̇j(t) > 0

Update the ENPC Nj(t)
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To explore the difference between the Gittins index strategy and the ENPC index strategy10,

we compute both for two technologies (A and B) using different discount rates and relative learning

parameter values. The results are presented in Figure 2. We set σA = 0.15 and ωA = 0.15 and

consider different relative values for σB and ωB. The initial cost is equal to 1 in both cases. The

orange area highlights parameter values where the Gittins index strategy would initially invest into

technology A (and B otherwise). The striped area represents values where the ENPC index strategy

would initially invest into technology A (and B otherwise).

The difference in strategies is striking. If we set σB = σA and vary ωB , both strategies invest in

technology B for ωB > ωA, and technology A otherwise. This is not surprising since more learning

is associated with larger cost reductions. However, if ωB = ωA and σB > σA, the Gittins strategy

will invest in B while the ENPC strategy invests in A (and vice-versa for σB < σA). Investing in

technologies with larger uncertainty is optimal in the dynamic setting even though the ENPC is

higher. This is because higher values of σ lead to higher ENPC but also to an increased chance of

cost reduction, making it more attractive in a dynamic setting. The fact that the decision boundary

is not linear in either strategy indicates that there is a non-linear trade-off between gaining experience

and uncertainty in both cases.

In addition to the experience curve parameters, the investment choice between technologies A

and B also depends on the discount rate α. We investigate this relationship in the right panel of

Figure 2. For low values of α, the decision boundaries for the ENPC and Gittins strategy become

more vertical. A low discount factor implies that technology costs in the distant future contribute

similarly to the net present cost (NPC) as technology costs in the near future. For α → 0, both

decision boundaries become independent of ω, since only events in the distant future without learning

effects are relevant for the NPC. Conversely, for α → ∞, the decision boundaries become horizontal

(i.e., independent of σ). In this limit, only immediate events impact the discounted cost where the

effect of the noise vanishes.

Finally, initial costs, c0, also influence the investment decisions. The initial cost is a multiplicative

factor for both ENPC and Gittins strategy, such that both strategies scale equally. We will explore

the role of initial costs more closely in our empirical example of light passenger vehicle investments.
10In our dynamic allocation problem, we consider negative costs, −C(t), as utility so that a strategy aims at

maximizing utility. For the EPNC index strategy, we use the equivalent perspective of aiming to minimize costs.
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Figure 2: Comparison of the initial investment choice under the Gittins and ENPC strategy for
different parameter values. We consider two technologies i ∈ {A,B} with Wright’s law parameters ωi, σi and
initial cost ci = 1. For different relative values of σ (x-axis) and ω (y-axis), we compute the initial investment choice
based on the Gittins index and ENPC of each technology. In the orange area, the Gittins strategy invests into
technology A, in the white area into technology B. In the striped area, the ENPC strategy invests into technology
A and B otherwise. (Left) For the discount factor α = 0.02, we see that both strategies differ substantially. While
both prefer higher learning rates ωA, the Gittins strategy favors the technology with higher noise σ, while the ENPC
strategy favors lower noise levels. (Right) This preference holds for different discount factors. However, the non-linear
trade-off between ω and σ is sensitive to α, particularly in the ENPC strategy. For low discount factors, the noise
parameter σ becomes more important to the investment decision.

3.5 Gittins Index for Mean-Reverting Bandits

While many technologies can be described according to Wright’s law, mean-reverting processes are

better suited for some. For example, fossil fuel technology costs have been remarkably stable over

long periods in recent history with just some short-term noise around the mean (Way et al., 2022;

McNerney et al., 2011a).

In our continuous time setting, we can describe these technologies using an Ornstein-Uhlenbeck

process (Way et al., 2022), where the logarithmic cost logC(t) =: c(t) solves

dc(t) = θ(κ− c(t))dt+ σdB(t) (18)

in Itô sense. Again, B is a standard Brownian motion started from 0, σ > 0 is the noise parameter,

θ > 0 is the autocorrelation parameter, and κ ∈ R is a constant defining the long-term average of

c(t).
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Since the Ornstein-Uhlenbeck process is time-homogeneous, the Gittins index can be computed

based on Karatzas (1984, Theorem 3.1). We refer the reader to Appendix B.1 for a detailed

computation leading to the following corollary.

Corollary 3. The Gittins index of a mean-reverting bandit at time t and log cost c is given by

M(c) = −σ
√
θ

2α

H−α/θ

(
+

√
θ

σ (κ− c)
)

H−α/θ−1

(
+

√
θ

σ (κ− c)
)p′(c) + p(c), (19)

where Hν(·) is the probabilistic Hermite polynomial of order ν and

p(c) = −Ec[

∫ ∞

0
e−αtec(t)dt] = −

∫ ∞

0
e−αtece

−θt+κ(1−e−θt) · E0

[
eσ

∫ t
0 e−θ(t−s)dB(s)

]
dt. (20)

4 Application to Light Vehicle Investments

We now turn to an empirical application in the transportation sector. Transitioning light passenger

vehicles from fossil-fuel-based internal combustion engines (ICEs) to battery-electric vehicles (BEVs)

is imperative to the energy transition (IPCC, 2022), but BEVs are still more expensive than ICEs in

most parts of the world (IEA, 2024). We model different dynamic investment strategies to better

understand how managers, investors, and policymakers can navigate this transition and to explore

whether experience effects alone could drive the market towards BEVs. We focus on the U.S. light

passenger vehicle market due to data availability and to ensure our analysis applicable.

4.1 Light Vehicle Experience Curves

For the remainder of this section, we consider BEV and ICE prices. While technology costs and

prices differ, experience curves typically apply to both—under the additional assumption of an

approximately constant relative price margin (Farmer and Lafond, 2016). Although BEV prices are

currently higher than ICE prices, they are subject to an experience curve. In particular, battery

packs, which make up a large share of the total EV price, have been subject to significant cost

declines (Way et al., 2022; Weiss et al., 2019; McKerracher, 2024; Kittner et al., 2020). On the other

hand, ICE prices have not shown any significant decline since the 1970s and even increased between

1970 and 2000 (DOE, 2021).

Figure 3 shows the historical prices of light vehicles in the U.S., with black dots representing

average ICE prices (DOE, 2021). Prices have been approximately constant since the 1990s. Green

dots capture (modelled) representative BEV prices in the U.S. Since the BEV market has historically
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Figure 3: Historical stock and prices of BEVs and ICEs in the US. Since the 1990s, BEVs (green) have
declined in cost by an order of magnitude and grown in stock by almost 3 orders of magnitude. Over the same period,
ICE prices have remained approximately constant. ICE prices are based on DOE (2021). BEV powertrain costs are
modelled based on historical Li-Ion battery costs from (Way et al., 2022), an assumed battery capacity of 73kWh, and
price intercept from DOE (2022). BEV + PHEV stock is taken as the combined battery-electric and hybrid-electric
stock from DOE (2024a,b).

focused on premium market segments, we model BEV prices based on historic battery costs

comparable to recent mid-segment ICE vehicles. We see that BEV prices declined by an order

of magnitude since the 1990s. At the same time, the stock of BEVs and plug-in hybrid vehicles

(PHEVs) has increased by over 3 orders of magnitude since 2005 (represented by the green solid

line). Future BEV prices may decline further if BEV sales continue growing due to experience, while

ICE prices are expected to remain relatively constant.

To compare future BEV and ICE prices Pi, we distinguish between base prices B and BEV/ICE-

specific powertrain prices Mi, such that

Pi = B +Mi, (21)

where i ∈ {BEV, ICE}. The base cost B ≈ 26, 000 USD is fixed over time. It includes components

such as the chassis and interior that are highly comparable between powertrain technologies (DOE,
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Table 1: Experience curve and mean-reversion parameters for BEV and ICE prices.

Parameter BEVs
ω 0.421
σ 0.103

Parameter ICEs
θ 0.9
κ 7.7
σ 0.1

Notes: We calibrate the experience curves using the method of Lafond et al. (2018). We calibrate the mean-reversion
parameters using a maximum likelihood estimator.

2022; König et al., 2021).11 We focus on modeling powertrain prices since shared components

do not impact the decision between the two technology types. For BEVs, the powertrain price

MBEV ≈ 10, 000 USD is based on a 73 kWh Li-Ion battery at ∼140 USD/kWh in 2023 since it is the

largest cost component (König et al., 2021). For ICEs, the implied powertrain price MICE ≈ 2, 500

is based on Equation 21 and current price PICE ≈ 28, 500 USD.

For the MBEV , we use historic battery costs to estimate the experience curve and predict future

prices. We apply the parameters shown in Table 1, which are estimated by Way et al. (2022) using

the method developed in Lafond et al. (2018). Each doubling in cumulative EV sales (including

hybrid EVs) leads to a 1− 2ω ≈ 25% drop in median battery costs.

For the MICE , we assume a mean-reverting cost model in line with Way et al. (2022) and

McNerney et al. (2011a), and consistent with how costs for ICE vehicles have been approximately

constant over the last 30 years (after adjusting for inflation). We derive the parameters of the

Ornstein-Uhlenbeck process using a maximum likelihood estimator (see Table 1).

In addition to the experience curve parameters, our strategies also depend on annual demand.

Light vehicle sales in the U.S. grew between 1970 and 2000 but have since stagnated (DOE, Febuary

6, 2023). We, therefore, assume that light vehicle demand will remain constant and apply an annual

demand of 15.6 million vehicles based on the average number of units sold since 2000.

We can now calculate the Gittins index according to the free-boundary estimation developed in

Section 3 for BEVs, and for ICEs, we rely on Corollary 3.

4.2 Light Vehicle Investment Strategy

Using these experience curves as well as current technology prices and cumulative deployment, we

simulate different investment strategies for a BEV/ICE product portfolio under the Gittins index

strategy (Algorithm 1) versus the ENPC index strategy (Algorithm 2). Figure 4 shows the results in
11BEV/ICE powertrains can also contain comparable components, such as differentials. We account for these

components in the base price B.
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Figure 4: Net Present Cost and portfolio selection of the Gittins and ENPC index strategies at α = 1%
discounting. We simulate the Gittins and ENPC strategies for ICE/BEV portfolios. (Left) NPC distribution under
the Gittins and ENPC strategies. The ENPC strategy shows almost no variation in its NPC since it invests exclusively
in ICEs. The Gittins strategy shows significant bimodal variation in NPC. The mean NPC, indicated with a vertical
line, is 7% smaller than under the ENPC strategy. (Right) The ENPC strategy invests exclusively in ICE vehicles.
The Gittins strategy invests initially in BEVs. In later time steps, the strategy shifts increasingly towards ICEs. After
140 steps, around 40% of simulation runs invest in ICEs.

terms of the NPC of each strategy (left panel) and the underlying portfolio choices (right panel).

We find striking differences. Following the ENPC strategy would lead to investing all resources in

ICEs, which is driven by the high prices of BEVs, their associated uncertainty, and the relatively low

volatility of ICE prices under the AR(1) model. Under this strategy, BEV prices remain unchanged

and ICE prices fluctuate around their long-term mean, although not strongly enough to warrant an

investment in BEVs. As a result, there is almost no variation in the strategy’s NPC of approximately

26, 000 USD.

The Gittins strategy, on the other hand, initially invests all resources in BEVs due to the

possibility of future price reductions. However, if these price reductions do not materialize, the

Gittins strategy switches its investments to ICEs. Around 25% of simulation runs indicate investment

switching after 50 years, and 40% after 100 years. As a result, the NPC of the Gittins strategy

displays a bimodal distribution with significant variation between 0.5tn USD and 4tn USD. The

mean NPC of the Gittins strategy at 2.4tn USD is around 7% below the mean of the ENPC strategy.

This diverging investment behavior suggests that there are different tipping points associated

with each strategy. Figure 5 shows the price BEVs would have to reach for the Gittins and ENPC
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algorithms to place their initial investment into them, depending on cumulative deployment. One

invests in BEVs at a higher powertrain price (and thus sooner) under the Gittins strategy relative to

the ENPC strategy due to how uncertainty is treated. The decision boundaries are approximately

parallel, although they start to diverge when cumulative deployment is high.

Figure 5 also shows historical powertrain prices for BEVs and ICEs. BEV powertrain prices

decline with cumulative deployment, along the power-law relationship exhibited by experience curves.

In recent years, prices declined faster than expected by the experience curve due to their uncertainty.

As a result, if we fix the experience curve to the BEV powertrain price in 2023, prices in earlier years

appear above the long-term trend. Before 2021, BEV powertrain prices are above both decision

boundaries such that neither strategy would have (ever) invested in BEVs due to lock-in effects.

BEV prices fall low enough in 2021-2023 for the Gittins strategy to cross its tipping point and invest

in BEVs, though, whereas those following an ENPC strategy never would invest in BEVs.

It is striking that the decision boundaries and experience curve run approximately parallel in the

current cumulative deployment regime. As BEV powertrain prices decrease along their experience

curves, they will most likely not get closer to the decision boundary of either Gittins or ENPC

strategy.

At the same time, reality is usually more complex than what cost-optimization permits. In

addition to maximizing NPC, decision-makers must further account for policy and market signals as

well as potential externalities, such as those posed by climate change. For example if BEVs were to

follow their experience curve exactly, innovative technologies may require continued policy support

despite strong price declines.

4.3 Dynamic Policy Choices

Dynamic policy interventions can play a crucial role in accelerating technological change by both

reducing costs and creating critical tipping points. Policies may be broadly classified into two types:

those that reduce costs through a technology-push mechanism (such as R&D grants, tax incentives,

or regulatory support) and those that boost demand (demand-pull policies like consumer adoption

subsidies or mandated purchase targets). Demand-pull policies not only stimulate market growth

but also affect costs via Wright’s law by inducing deployment.

In the U.S., the policy landscape for electric vehicles (EVs) has evolved through a combination

of technology-push and demand-pull measures. The Energy Policy Act of 2005 marked one of the

first major explicit demand-pull interventions by providing federal tax breaks for EV purchases.
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Figure 5: Gittins and ENPC decision boundary against cumulative EV deployment. (Dots) BEV and
ICE powertrain prices against the cumulative deployment of electric vehicles in the US. Both prices and deployment
are shown on a logarithmic scale. ICE powertrain prices can be modeled with a mean-reverting AR(1) process around
the long-term average, shown in black. BEV powertrain prices are decreasing along the experience curve, shown
in blue. (Orange area) Investment decision boundaries under the Gittins strategy. Within the orange area, the
Gittins strategy invests in BEVs, outside it invests ICEs. (Grey area) Investment decision boundaries under the
ENPC strategy. Within the grey-striped area, the ENPC strategy invests in BEVs, outside it invests ICEs. Up until
2021, both algorithms invested exclusively into ICEs. However, with decreasing BEV powertrain prices, the Gittins
algorithm now initially invests in BEVs. The BEV investment prior to 2021 was in part driven by the adoption of
various technology-push policies after the Energy Policy Act of 2005 (DOE, n.d.).

More recently, policies such as those embedded in the Inflation Reduction Act (IRA) have provided

additional consumer subsidies. Since 2006, EV deployment has grown by about 20% annually on

average despite BEV costs initially remaining above the ENPC and Gittins index decision boundaries.

One implicit goal of demand-pull policies is to push technologies down the experience curve

until crossing a decision boundary. However, uncertainties in learning (and deployment) make the

length of time that support is required unclear. To explore the dynamic implications of demand-pull

policies, we simulate a scenario that mimics the policy environment beginning in 2006. We assume

that a demand-pull policy boosts BEV deployment by 20% annually (similar to what has transpired

in reality) and BEV prices evolve endogenously according to Wright’s law. Once costs fall below a

decision boundary (either as determined by the Gittins index or the ENPC criterion), this signals a

tipping point where policy support can be phased out.
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Our results indicate that, for the Gittins index decision boundary, the expected time to reach

the tipping point would have only been around 2035. However, the uncertainty of this estimate is

large with a standard deviation of more than 13 years. Because of innovation uncertainty, BEVs

actually crossed the tipping point much earlier (2021) and are now close to cost parity with ICEs

(Schmidt et al., 2017). The probability of never hitting the decision boundary is very low, with less

than a 4% probability of needing to continue support beyond 2060. Conversely, the ENPC-based

approach yields a much later tipping point, with an expected crossing around 2049 (and a similar

degree of uncertainty) along with a considerably higher probability (over 37%) that policy support

would need to continue beyond 2060. These results have several important implications for future

policy design, which we discuss in Section 5.

5 Discussion

Our analysis demonstrates that dynamic portfolio strategies based on the Gittins index offer key

advantages over conventional approaches based on a static framework. In this section, we provide

further discussion of optimal strategies in this setup, implications for public policy, and opportunities

for extensions.

5.1 Dynamically Optimal Innovation Portfolios

By reformulating the innovation portfolio problem within a MAB framework, we show that optimal

investment decisions are inherently dynamic and risk-seeking. Unlike static approaches that tend

to lock investments into a single technology, our strategy allows for frequent reallocation based

on real-time learning. This flexibility enables decision-makers to redeem poor investment choices

by switching to alternatives as new information becomes available, which is especially relevant in

environments where technology costs are very volatile. Interestingly, the resulting optimal portfolio

choice is one with higher volatility even when volatility decreases the long-term expected return.

That is, the optimal portfolio is actually risk-seeking as opposed to risk-neutral.

A key result of the Gittins strategy is that, as for the two-period case (Way et al., 2019), the

optimal dynamic portfolio strategy without risk aversion concentrates investments into a single asset.

In practice, there are multiple mechanisms for why we nevertheless observe diversified portfolios.

Firstly, risk-aversion implies non-linear utility functions, which in turn, usually imply diversified

portfolios (Way et al., 2019). Moreover, a set of investors may have different preferences, such as
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different discount rates α. This means that the tipping points, or decision boundaries, for different

investors differ and the overarching multi-investor portfolio is diversified.

5.2 Public Policy Implications

Our findings have important implications for public policy. First, they suggest that innovation policies

should be tailored to promote technologies with high learning potential. In particular, our findings

indicate that investments should be concentrated in a few promising technologies—especially those

with relatively low switching costs—to rapidly identify winners and benefit from early learning effects.

This stands in contrast to “neutral” policies that do not discriminate between portfolios (Fabra and

Montero, 2023; de Mello Santana, 2016). Moreover, our conclusion that investing in portfolios with

higher volatility is optimal is consistent with Rodrik (2014)’s point that well-designed industrial

policies inevitably come with mistakes and that too few mistakes may even signal underperformance.

In this sense, a dynamic, risk-seeking strategy that tolerates short-term failures may ultimately

enable faster cost reductions and technological transitions.

Our work also provides practical insight for designing adaptive policy frameworks. In the context

of early-stage deployment, policymakers may wish to consider implementing flexible interventions

that can be periodically reassessed as market conditions evolve. This adaptive approach can allow

policymakers to provide support until a technology reaches its tipping point, thereby avoiding

unnecessary public expenditures thereafter. The Gittins index strategy can help to prioritize

technology options and dynamic simulations can be used to investigate the duration and cost-

efficiency of associated policy support.

That said, implementing risk-seeking dynamic strategies could be challenging in practice, as

expecting failure may be met with political resistance. Many technology portfolios also ultimately

could have significant switching costs, such as those associated with supply chain constraints.

Nevertheless, having an optimal dynamic strategy can be helpful to better understand the full

solution space of public funding strategies and the costs associated with inflexibility.

5.3 Opportunities for Future Work

By demonstrating the value of MAB-based strategies in an empirical setting of dynamic, stochastic,

and non-linear portfolio optimization, our work opens numerous avenues for future research. In

particular, extensions could include incorporating parameter uncertainty, exploring portfolio con-

straints, and adapting the utility function to account for non-exponential discounting or risk aversion.
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These enhancements could further align the model with various real-world conditions.

There are several generalizations to consider with respect to the stochastic process of the

technology choices. This includes existing MAB generalizations towards stochastic processes with

parameter uncertainty, such as the Wright’s law exponent (e.g., Yao (2006) and Cowan et al. (2018)),

the correlation between portfolio choices (e.g., Gupta et al. (2021)), and restless choices that may

undergo evolution without investment (e.g., Whittle (1988); Funk and Magee (2015)). Another

interesting extension could be bandit processes with delays, where investment choices may be required

before discovering the result of previous investments.

So far, portfolio utility has been limited to exponentially discounted, monotone, and linear

functions. This may be extended to include switching costs (Jun, 2004) and risk aversion (Huo

and Fu, 2017; Sani et al., 2013). One may be particularly interested in considering Malekipirbazari

and Çavuş (2024) for the latter, as they demonstrate that Whittle’s retirement formulation can be

extended to include dynamic risk measures in near-optimal index strategies. To some extent, this is

similar to the previous generalization towards correlated portfolio choices since non-linear utility

functions depend on investment choices at different points in time across (potentially) different choices.

Non-exponential discounting also could be an important extension, with hyperbolic discounting

being particularly useful when demand grows exponentially. It is also a better representation of the

time preference observed in behavioral economics (Fedus et al., 2019), whereas the Gittins index

strategy is not optimal in these cases (Gittins et al., 2011).

Lastly, we are interested in optimal portfolio choices under a set of hard constraints, particularly

with respect to the previous generalizations. This may include generalized strategies with constraints

on the number of technologies in which one can invest. We are also interested in portfolios of choices

that are not competing, but instead, complement each other towards achieving a common goal, or

portfolios with multiple applications of the same technologies (e.g., Sinsel et al. (2020), Chen et al.

(2013), and Beuse et al. (2020)). This could be particularly relevant for system-level optimization

models, where a landscape of solutions is required to provide different services.

6 Conclusion

In this paper, we develop a novel dynamic portfolio optimization framework that incorporates

endogenous innovation using a Multi-Armed Bandit approach. We derive an integral formulation for

the Gittins index under monotone, non-linear, time-inhomogenous drift and show how it can be solved

numerically. Our numerical implementation—based on a backward-integration scheme—demonstrates
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both asymptotic optimality and computational efficiency.

We apply our strategy to different portfolios of technologies evolving under Wright’s law. Using

an empirically validated stochastic experience curve model, we show that our approach outperforms

commonly used strategies based on the ENPC of each technology, as dynamic strategies can adapt

investment allocations in response to declining costs. The simulation results show that dynamic

policies not only reduce net present costs but also help reach critical tipping points earlier than

traditional static approaches. These findings suggest that adaptive, risk-seeking strategies may

facilitate more rapid market transitions, providing important implications for both policymakers

and private investors.

In summary, we provide a robust theoretical framework as well as a practical decision-making

tool for managing innovation investments under uncertainty by extending existing MAB techniques

to capture the endogenous and stochastic nature of technological innovation. Our work can help

pave the way for more dynamic and responsive public and private investment strategies as well as

open pathways for future applications in technology policy and strategic innovation management.
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A Model Assumptions (Online Publication Only)

Table A1: Model Assumptions Made Throughout Paper

Name Description

Diffusion: Independence We assume that portfolio choices evolve as independent Itô diffusion processes.

Diffusion: Parameters For each diffusion process, the (time-inhomogeneous) drift µ(t, x) and diffusion

coefficient σ > 0 are known and sufficiently regular. Moreover, for every

x ∈ R, the function t 7→ µ(t, x) is non-decreasing.

Diffusion: Endogeneity When we do not invest in a portfolio choice, the respective utility remains

constant.

Utility: Properties The utility function is smooth and non-increasing. It is further bounded from

above and for each diffusion process,∫ ∞

0

e−αsEt,x [|u(X(t+ s))|] ds < ∞

for all t ≥ 0 and x ∈ R.

Utility: Time-linearity We assume that utility is linear in time, subject to exponentially discounted

time-preference.

Utility: Choice-linearity We assume that utility is linear in our choices. The utility is a linear combi-

nation of the increasing utility associated with our portfolio choices.

Strategy: Investment

feedback

We assume perfect information at any point in continuous time. For every

investment made, we receive the outcome instantaneously and can update

our strategy immediately.

Demand: Constant We assume constant demand D in each year (or general time interval). The

cumulative deployment of a technology grows linearly while we invest in it.

Notes: Table provides an overview of modeling assumptions made throughout this paper. The practical implications

of these assumptions are described in the main text.
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B Proofs: Gittins Indices (Online Publication Only)

In this appendix, we consider a class of diffusion processes which includes innovation bandits

as defined in (5) and mean-reverting bandits as defined in (18). Without loss of generality, we

assume constant demand D = 1 in the case of innovation bandits. Let X = (X(t))t≥0 be the

time-inhomogeneous stochastic process solving

dX(t) = µ(t,X(t))dt+ σdB(t) (B1)

in Itô’s sense, i.e. satisfying

X(t) = X(0) +

∫ t

0
µ(s,X(s))ds+ σB(t) (B2)

for all t ≥ 0, where the measurable function µ : [0,∞)×R → R and σ > 0 are the drift and diffusion

coefficients. Here, B is a standard Brownian motion started from 0.

Let u : R → R be a utility function satisfying the assumptions of Table A1, which includes the

case of negative net present costs u(x) = −ex from the main text under the assumption σ2 < 2α.

As mentioned in Section 3, we compute the Gittins index based on the retirement formulation.

To this end, we recall the function Lm : [0,∞)× R → R defined by

Lm(t, x) := sup
τ≥0

Et,x

[∫ τ

0
e−αsu(X(t+ s))ds+me−ατ

]
, (B3)

and the Gittins index defined by

M(t, x) = inf{m ∈ R : Lm(t, x) = m}. (B4)

In words, the Gittins index is the smallest retirement reward m∗ for which we are willing to stop

immediately. We will thus be interested in studying the function Lm(t, x) and determining the

optimal stopping time τ∗. We refer the reader to EL Karoui and Karatzas (1994) for more background

on these definitions.

The main idea in what follows is to exploit the well-known connection between optimal stopping

and free-boundary problems. For mean-reverting bandits, the computation of the Gittins index based

on Karatzas (1984) is standard since the Ornstein-Uhlenbeck process has time-homogeneous drift

and diffusion coefficients. For innovation bandits, in which case it is essential to consider diffusion

processes with time-inhomogeneous drift, the computation of the Gittins index is more involved,

and we will need to make use of recent advances in stochastic control theory and optimal stopping

(e.g., Peskir (2005); Peskir and Shiryaev (2006); de Angelis and Peskir (2020); de Angelis (2015);

Milazzo (2024)).
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B.1 Mean-reverting bandits

We follow Section 3 in Karatzas (1984). Our goal is to find φ(x) satisfying the following:

1

2
σ2φ′′(x) + θ(κ− x)φ′(x)− αφ(x) = ex on (−∞, b), (B5)

φ(x) = m on [b,∞), (B6)

φ′(b) = 0. (B7)

First, a particular solution is given by

p(x) = −Ex[

∫ ∞

0
e−αteX(t)dt]. (B8)

Making use of the explicit representation of the Ornstein-Uhlenbeck process given by

X(t) = X(0)e−θt + κ(1− e−θt) + σ

∫ t

0
e−θ(t−s)dB(s), (B9)

one can alternatively rewrite Equation (B8) as

p(x) = −
∫ ∞

0
e−αtexe

−θt+κ(1−e−θt) · E0

[
eσ

∫ t
0 e−θ(t−s)dB(s)

]
dt, (B10)

which facilitates the computation of p′(x). Second, we solve the homogeneous equation

1

2
σ2ϕ′′(x) + θ(κ− x)ϕ′(x)− αϕ(x) = 0. (B11)

To this end, we consider the ordinary Hermite equation

h′′(x)− 2xh′(x) + 2vh(x) = 0, (B12)

to which the couple Hv(±x) forms a fundamental solution12. Setting v := −α/θ and applying the

change-of-variable y = σx√
θ
+ κ ⇐⇒ x =

√
θ

σ (y − κ) to Equation (B12), we obtain

σ2

θ
h′′

(√
θ

σ
(y − κ)

)
− 2(y − κ)h′

(√
θ

σ
(y − κ)

)
− 2

α

θ
h

(√
θ

σ
(y − κ)

)
= 0, (B13)

⇐⇒ 1

2
σ2h′′

(√
θ

σ
(y − κ)

)
+ θ(κ− y)h′

(√
θ

σ
(y − κ)

)
− αh

(√
θ

σ
(y − κ)

)
= 0. (B14)

We conclude that the couple

H−α/θ

(
±
√
θ

σ
(κ− x)

)
(B15)

12We refer to Section 7 in Alili et al. (2005) for the definition of the Hermite function Hv and the relevant recurrence
relations.
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forms a fundamental solution to Equation (B11).

In summary, the general solution of Equation (B5) is given by

φ(x) = A ·H−α/θ

(
+

√
θ

σ
(κ− x)

)
+B ·H−α/θ

(
−
√
θ

σ
(κ− x)

)
+ p(x). (B16)

Boundedness of φ on (−∞, b) implies B = 0. From this, we conclude that

M(x) = −
p′(x)H−α/θ

(
+

√
θ

σ (κ− x)
)

d
dx

(
H−α/θ

(
+

√
θ

σ (κ− x)
)) + p(x) (B17)

= −σ
√
θ

2α

H−α/θ

(
+

√
θ

σ (κ− x)
)

H−α/θ−1

(
+

√
θ

σ (κ− x)
)p′(x) + p(x), (B18)

where we made use of the recurrence relation

∂Hv

∂z
(z) = 2vHv−1(z), (B19)

which implies that

d

dx

(
H−α/θ

(
+

√
θ

σ
(κ− x)

))
= −

√
θ

σ
H ′

−α/θ

(
+

√
θ

σ
(κ− x)

)
(B20)

=
2α

σ
√
θ
H−α/θ−1

(
+

√
θ

σ
(κ− x)

)
. (B21)

B.2 Innovation bandits

As mentioned above, the main idea in what follows is to exploit the well-known connection between

optimal stopping and free-boundary problems. We refer the reader to Peskir and Shiryaev (2006) for

a comprehensive account of the general theory.

B.2.1 Monotonicity of the stopping boundary

We first note that the function Lm : [0,∞)× R → R can be rewritten as

Lm(t, x) = m+ sup
τ≥0

Et,x

[∫ τ

0
e−αs (u(X(t+ s))− αm) ds

]
, (B22)

which motivates the definition of the optimal stopping problem

v(t, x) = vm(t, x) := sup
τ≥0

Et,x

[∫ τ

0
e−αsh(X(t+ s))ds

]
(B23)

with exponentially discounted, time-independent, non-increasing, and smooth running reward

h(x) := u(x)− αm. We define the continuation region C := {(t, x) : vm(t, x) > 0} and the stopping
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region D := {(t, x) : vm(t, x) = 0}. It directly follows from (B4) that the Gittins index M(t, x)

equals

inf{m ∈ R : vm(t, x) = 0}. (B24)

To study the optimal stopping problem (B23), we closely follow Milazzo (2024). We assume

that the drift coefficient µ(x, t) satisfies (2.2) in (Milazzo, 2024), which trivially holds for innovation

bandits defined in (5) whose drift coefficient only depends on t. As discussed in Milazzo (2024,

Remark 2.2), local Lipschitz continuity of the value function v : [0,∞) × R → R follows from

the assumed smoothness of the utility function u and thus of h. The value function v solves the

free-boundary problem(
∂t + µ(t, x)∂x +

σ2

2
∂xx − α

)
v(t, x) = −h(x), (t, x) ∈ C, (B25)

v(t, x) = 0, (t, x) ∈ ∂C. (B26)

Moreover, monotonicity of h implies the existence of an upper optimal stopping boundary bm :

[0,∞) → R such that

C = {(t, x) : x < bm(t)} and D = {(t, x) : x ≥ bm(t)}, (B27)

and the stopping time

τ⋆t,x := inf{s ≥ 0 : Xt,x(t+ s) ≥ bm(t+ s)} (B28)

is optimal for the problem (B23). This implies

M(t, x) = inf{m ∈ R : bm(t) = x}. (B29)

We note that the optimal stopping problem (B23) differs slightly from Sections 2–4 in Milazzo

(2024), where an optimal stopping problem with time-independent terminal reward function is

studied.13 The following result can be proven analogously to Theorem 4.1 and Corollary 4.7 in

Milazzo (2024).

Lemma 4. Assume that (i) x 7→ h(x) is non-increasing, and (ii) t 7→ µ(t, x) is non-decreasing

for every x ∈ R. Then, t 7→ v(t, x) in non-increasing for every x ∈ R, and the the upper stopping

boundary t 7→ bm(t) is non-increasing.
13Note that the optimal stopping problem

v′(t, x) := e−αtv(t, x) = sup
τ≥0

Et,x

[∫ τ

0

e−α(t+s)h(X(t+ s))ds

]
(B30)

is a special case of (5.1) in Milazzo (2024). While this is a useful observation to establish regularity properties of v,
we cannot directly make use of Theorem 5.4 since t 7→ e−αth(x) is non-increasing if h(x) ≥ 0, but non-decreasing if
h(x) ≤ 0.
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As we have seen in B.1, a common way to find bm(t) is to solve the corresponding free-boundary

problem. However, this is generally difficult for time-inhomogeneous diffusion processes. Fortunately,

as we will see in the next subsection, we can still derive an implicit equation for bm(t), which allows

to calculate the Gittins index based on (B29).

B.2.2 Smooth-fit condition and continuity of the stopping boundary

As pointed out in (Milazzo, 2024), monotonicity of the stopping boundary allows to establish

global C1-regularity of the value function based on de Angelis and Peskir (2020). In particular, the

smooth-fit condition holds at the optimal stopping boundary:

∂xv(t, x) = 0, and ∂tv(t, x) = 0, ∀(t, x) ∈ ∂C. (B31)

We do not provide further detail here and assume this from now on, but only note that (B23) falls

into the setup of de Angelis and Peskir (2020) by setting G(t, x) = 0, H(t, x) = h(x), and λ(t, x) = α.

As shown in (Peskir, 2019), the smooth-fit condition implies that the optimal stopping boundary

has no discontinuities of the first kind. Combined with the monotonicity of the optimal stopping

boundary, this implies that t 7→ bm(t) is continuous.

B.2.3 Integral equation for the stopping boundary

The key idea to find an expression for b(t) = bm(t) is the use of the change-of-variable formula from

Peskir (2005) which is a generalization of the Itô-Tanaka formula. We can then make use of the

boundary conditions to find the free-boundary equation for b(t) in Theorem 1.

To apply Theorem 3.1 in Peskir (2005), it is convenient to rewrite (B23) as an optimal stopping

problem with time-dependent terminal reward. To this end, we define the function G : [0,∞)×R → R

by

G(t, x) := −Et,x

[∫ ∞

0
e−α(t+s)h(X(t+ s))ds

]
(B32)

which corresponds (up to the factor −e−αt) to the reward of continuing forever. We now consider

w(t, x) := e−αtv(t, x) +G(t, x) = sup
τ≥0

Et,x

[
−
∫ ∞

τ
e−α(t+s)h(X(t+ s))ds

]
(B33)

= sup
τ≥0

Et,x

[
−E

[∫ ∞

τ
e−α(t+s)h(X(t+ s))ds | t+ τ,X(t+ τ)

]]
(B34)

= sup
τ≥0

Et,x [G(t+ τ,X(t+ τ))] , (B35)
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where we have used the strong Markov property to switch from an optimal stopping problem with an

exponentially discounted, time-independent running reward to one with a time-dependent terminal

reward. It is clear that the optimal stopping boundary is not affected by this rewriting, w inherits

the regularity properties from v, and one can check that the new value function w : [0,∞)× R → R

solves the free-boundary problem(
∂t + µ(t, x)∂x +

σ2

2
∂xx

)
w(t, x) = 0, (t, x) ∈ C, (B36)

w(t, x) = G(t, x), (t, x) ∈ ∂C. (B37)

It now follows from Peskir (2005, Theorem 3.1) that

w(t+ s,X(t+ s)) = w(t,X(t)) (B38)

+

∫ s

0

(
1

2
σ2∂xxw + µ∂xw + ∂tw

)
(t+ r,X(t+ r))1X(t+r)̸=b(t+r)dr

+

∫ s

0
(σ∂xw) (t+ r,X(t+ r))1X(t+r)̸=b(t+r)dB(r)

+
1

2

∫ s

0
(∂xw(t+ r,X(t+ r)+)− ∂xw(t+ r,X(t+ r)−))1X(t+r)=b(t+r)dℓ

b
X(t+ r), (B39)

where ℓbX is the local time of X at the curve b. Here, we write ∂xw(t, x+) for the right x-derivative

at (t, x) and ∂xw(t, x−) for the left x-derivative at (t, x).

As in Peskir and Shiryaev (2006, Chapter 14.1), we use the integral formulation for w to derive

the free-boundary equation for b. By the smooth-fit condition, the last integral in Equation (B38)

vanishes. By Equation (B36), the first integral can be simplified. Together, we obtain

w(t+ s,X(t+ s)) = w(t, x)

+

∫ s

0

(
1

2
σ2∂xxG+ µ∂xG+ ∂tG

)
(t+ r,X(t+ r))1X(t+r)>b(t+r)dr

+

∫ s

0
(σ∂xw) (t+ r,X(t+ r))1X(t+r)̸=b(t+r)dB(t+ r). (B40)

Taking expectations on both sides, we get

Et,x [w(t+ s,X(t+ s))] = w(t, x)

+

∫ s

0
Et,x

[(
1

2
σ2∂xxG+ µ∂xG+ ∂tG

)
(t+ r,X(t+ r))1X(t+r)>b(t+r)

]
dr, (B41)

where we used that the second integral is a martingale starting at 0. Since Et,x [w(t+ s,X(t+ s))] →

0 as s → ∞ and (12σ
2∂xx + µ∂x + ∂t)G(t, x) = e−αth(x) on C, we deduce that

w(t, x) = −
∫ ∞

0
e−α(t+r) · Et,x

[
h(X(t+ r))1X(t+r)>b(t+r)

]
dr. (B42)
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Finally, setting x = b(t) and using Equation (B37), we get that for every t ∈ [0,∞),

G(t, b(t)) = −
∫ ∞

0
e−α(t+r) · Et,x

[
h(X(t+ r))1X(t+r)>b(t+r)

]
dr (B43)

⇐⇒ −
∫ ∞

0
e−α(t+r) · Et,x

[
h(X(t+ r))1X(t+r)<b(t+r)

]
dr = 0. (B44)

This establishes the free-boundary equation (11).

B.2.4 Translational invariance of the free boundary

In this subsection, we assume that the stochastic process (X(t))t≥0 is translational invariant, meaning

that the law of (X(t+ s) + a)s≥0 started from X(t) = x is equal to the law of (X(t+ s))s≥0 started

from X(t) = x + a. We note that the diffusion process defined in (B1) is translation invariant if

the drift and diffusion coefficients do not depend on the process, i.e. µ : [0,∞) → R and σ > 0 is

constant. This is the case for innovation bandits defined in (5).

The translational invariance of the free boundary bm in Corollary 2 then follows directly from

the integral representation in Equation (11).

Proof Corollary 2. We first note that for b1(t), we have∫ ∞

0
e−αsEt,b1(t)

[
(u(X(t+ s))− α)1X(t+s)>b1(t+s)

]
ds = 0. (B45)

Dividing Equation (11) by m and using the translational property of u(·), we get for bm(t)∫ ∞

0
e−αsEt,bm(t)

[(
u(X(t+ s) + f(m−1))− α

)
1X(t+s)>bm(t+s)

]
ds = 0. (B46)

Adding f(m−1) to both sides of the inequality of the indicator function, we obtain∫ ∞

0
e−αsEt,bm(t)

[(
u(X(t+ s) + f(m−1))− α

)
1X(t+s)+f(m−1)>bm(t+s)+f(m−1)

]
ds = 0. (B47)

Finally, using that the law of (X(t+ s) + f(m−1))s≥0 started from X(t) = bm(t) is equal to the law

of (X(t+ s))s≥0 started from X(t) = bm(t) + f(m−1), we get∫ ∞

0
e−αsEt,bm(t)+f(m−1)

[
(u(X(t+ s))− α)1X(t+s)>bm(t+s)+f(m−1)

]
ds = 0. (B48)

Since bm(t) is unique for all m ∈ R, we conclude that b1(t) = bm(t) + f(m−1).
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